I. [home slide]Introduction 
Hi, my name is Sarah Wells and I’m the Scholarly and Technical Communications Officer at the Institute for Advanced Technology in the Humanities at the University of Virginia.  Today I’ll be talking about the Rome Reborn layer in Google Earth.  I’m going to talk a bit about how we built the layer, the challenges involved in creating a large 3D model of an historic site in Google Earth, and the lessons learned that might be applicable to anyone else foolish enough to try something like this.

II. [slide] Rome Reborn 1.0 

So, Bernie has already told you something about Rome Reborn and how it is the produce of international collaboration over a long period.  As you know, the 1.0 version was the first full-fledged model and showed about 7,000 buildings in 320 A.D. Rome.  About 250 of those were Class I buildings, which the better-understood buildings, and the remaining were Class 2 buildings, which were the more generic buildings, such as apartments and warehouses.  
There were two major problems with the 1.0 model: it could not be run in real-time over the internet and many of the buildings did not have architectural details.  

Kim has already talked about what we did to start addressing these problems in other versions of the model, but I’m going back to 2007 when we first released version 1.0.   Google Earth [slide] approached us and suggested putting a version of the model in their next release in 2008.  The model would be included with the basic Google Earth download, so essentially anyone who used Google Earth would be able to see a version of the Rome Reborn model. This sounded like a wonderful suggestion.   
a. [click]  Beyond the obvious factor, that Google Earth is free, there were several appealing aspects to this idea:  
1. People like it and may well already have it and know how to use it.  We could expose RR to a huge audience that would otherwise not know about it.
2. Google is very interested in supporting educational uses of GE, [slide] and in fact sponsored a contest for K-12 teachers using the Rome Reborn layer as part of their curriculum. I believe that this was actually the first time that they had inserted an archaeological model into the downloadable version of GE, and since then they have expanded on the idea. [slide] 
3. It is proprietary software, which raises many potential problems, but on the plus side Google has put enormous amounts of effort and money behind it and seems committed to it for the long term.

4. Most importantly, it was their idea and they were willing to help us.  The project proved to be much more difficult than anyone expected, but at the time it seemed like a great plan.
The project would require recasting the project data and rethinking how it would be used. RR would be available to anyone with a computer, so the content needed to appeal to the general user and fit in with Google Earth’s existing structure.  Going in, there were some known issues that we had to keep in mind:
1. First, the interface offer limited context for data and a low precision of detail for 3D models.  
2. Second, keeping data up-to-date is a tricky problem: when users open Google Earth, they are streaming files onto their local machines. The master files sit on Google’s servers.  If we discover an error, we have to tell Google and get them to fix the files for us.   
3. Third, it is not always clear which data come from what sources.  [slide] This is a screen shot of the area around the Colosseum. I have the RR layer and the 3D buildings layers turned on. You can see models of the Colosseum and Arch of Constantine, along with placemarker icons from the RR layer.  You would reasonably assume that these two models are part of RR.  However, the Arch of Constantine is by an Italian model-maker and the Colosseum is by a German model-maker.  If you click on the buildings, you’ll get information balloons with information written by the model-makers.  This isn’t necessarily bad, but it can certainly confuse the user and frustrate the programmers. 
4. Fourth, the information bubbles are fairly small, and you have limited real estate for explanatory data. For an academic project, this means that you must hope that people click through to get a more comprehensive explanation of parts of your model.
There are also some problems related to historic terrain and putting large amounts of 3D data in a small area, but I’ll explain that a bit later.
III. [slide] So, our project had two major tasks: one was converting the 3D model to the Google Earth’s KML format and the other was creating information balloons and landing pages for the Class I objects that we wanted to mark in the model.  

IV. I’ll talk about converting the model first.  This work was done at IATH by Dean Abernathy and Chad Keller and assorted students, and at Google Earth by Mike Goss and other software engineers. 
[slide] The 1.0 model was done with Multigen Creator.  Multigen will export directly to KML or KMZ, but this wasn’t possible in our case, since the Rome model isn’t georeferenced.  The Google engineers decided that it would be better if [click] IATH converted the model to Sketch-Up and then GE would convert the Sketch-Up files to KML and handle placement issues.

Unfortunately, Sketch-Up can’t import Multigen’s native OpenFlight format.  However, [click] Multigen can export .3ds files, which Sketch-Up can handle. We tried this, but that the new .3ds files were missing textures and faces and had reversed normals. So that wasn’t going to work. 

Instead, [click]  we put the model into PolyTrans, a translation and optimization tool for 3D models. Then we exported the model from PolyTrans into the .3ds format.  This worked, so we could go ahead.
We converted the .3ds files to Sketch-Up and passed them to Google to be converted to KML.  
i. I should note that this was a one-time deal – GE will not offer this level of aid again.  
All of these conversions, plus the sheer difficulty of reducing a large 3D model to KML, created ample opportunities for things to break. 
a. First, the RR 1.0 model had too many polygons and textures.  The Multigen model had a complex hierarchy of objects and libraries of textures.  KML 3D buildings are generally cylinders or rectangles with textures pasted on.  We ended up with a polygon soup with redundant textures and geometries.  This then had to be optimized and corrected and re-optimized and fixed again. 
Moving such an ornate model from a high resolution down to a much simpler level was probably, in retrospect, not the best solution.  One unfortunate side effect was that errors which had been undiscovered in the RR 1.0 model now were much more obvious.  Time that might have been spent fine-tuning the Sketch-Up files was spent fixing errors that stemmed back to the 1.0 model. It might have better to just start from scratch in Sketch-Up.
b. Optimization was a constant problem.  When a user is looking at 3D buildings in Google, the Google servers are streaming files to the user’s desktop. The GE engineers had to optimize the model so that complex buildings or groups of buildings were segmented into easier-to-swallow chunks. As I noted earlier, there are more than 7,000 buildings in the model, so there are potentially thousands of KML files that might be streamed to each user’s desktop just for the Rome Reborn layer.  There is a limit the level of complexity that Google Earth can handle, and the Rome model quickly becomes unwieldy.    
c. There was also a conflict between the historic and current terrain of Rome. The terrain in and around the city has changed noticeably in the past 2,000 years, to the point that the historic terrain does not match up with the existing terrain.  After some debate, Google suggested suspending the historic terrain and the model 40 meters above the ground.  This was a reasonable solution, but had its own set of quirks. 
V. So, let me now turn to building the information balloon and landing pages.  I was in charge of designing and building them, with much guidance from Google Earth.
Just to clarify the terminology, an information balloon is the window that pops up when you click an icon placemarker.  It can contain videos, images, and text.  It can be silly [slide] or serious [slide].  A landing page is an HTML page that you open in a browser by clicking a link in the information balloon.
We had decided to have an information balloon and landing page for each of the Class I sites, which meant that we needed about 250 balloons and landing pages
i. As I mentioned earlier, the balloons are not all that big, and we wanted our to contain a screen shot of the object in the RR 1.0 model, a short description of the object, and links to a landing page and other sites.  We also wanted a user friendly, intuitive design.
ii. When we were working on this, in early 2008, KML supported a very limited set of HTML tags and had limited formatting options. This has since changed: you can now use a full set of HTML tags and CSS.

iii. We were not working in a vacuum and had to negotiate w/Google on the design and content.  Design by committee is always hard, and it can be especially tricky when balancing commercial and academic priorities.  Google Earth also needed to translate the content of the balloons into dozens of languages in preparation for the release, so we needed to finish the balloons months before the release date, with no chance to fix any errors.
We decided to design for an educated but not scholarly user, who might have seen the TV series Rome or I, Claudius.  We also wanted something useful for high school/college students.
One other priority was to make the user want to click through to the landing page to learn more about the object.  We did our best to write texts that would inform and intrigue. [slide] If a murder or riot took place there, we tried to mention it up front – this one for the Temple of the Divine Claudius refers to Nero’s murder of Claudius’s mother Agrippina.  Obviously, this was not always possible, since while life in Rome was undoubtedly violent, it wasn’t quite that exciting, except maybe under Nero. Still, much of the good stuff ended up on the landing pages. 
So, we assigned each object a unique object ID and built a spread sheet that contained the names, location, and resource data for each object.  Since we had hundreds of objects in a fairly small area and users wouldn’t be able to tell what was what, [slide] we came up with 6 major categories and 12 subcategories of objects. We then created 18 icons [slide] so that users could easily see if the object was an arch, a temple, or a street.  The KML file for the information balloons reflected this hierarchy, so that users could select and deselect categories of objects or choose which objects they wanted to see.  [slide], [slide]  
One unexpected problem we had was that we had two different sets of latitude/longitude and the buildings and icons didn’t always match. This was never resolved to anyone’s satisfaction, and was only aggravated by the fact that the terrain sits 40 meters above ground level and the icons sit 75 meters above ground level.  Depending on your viewing angle, you can’t always tell which icon goes with which building.
The final step was the landing pages. [slide]  These were a bit easier, since the pages sit on a UVA server and were not subject to design by committee. Recent stats show that these pages get around 10,000 unique visitors a day, so they are being read, which is nice.
The landing pages contain detailed descriptions of the object and a heterogeneous set of resources.  Each one contains a brief description and an article from Platner-Ashby A Topographical Dictionary of Rome (where available).   [slide] There is also an additional source material section, which can include:
i. portions of Peter Aicher’s Rome Alive! This really wonderful book is a two-volume set of original source material keyed to specific places in Rome.  We created an HTML version of the English translations of the sources and when we generated the landing pages we added links to where they were mentioned in the book.  
ii. Katherine Rinne’s Aquae Urbis Romae: The Waters of the City of Rome web site
iii. Stanford Digital Forma Urbis Romae project
iv. German Archaeological Institute (DAI)
v. UCLA Digital Roman Forum
vi. Flickr 
vii. Wikipedia – the Wikipedia pages on Roman topography are actually pretty reliable.
Doug Ross, a programmer at IATH, generated all of these from an XLS spreadsheet.  
VI. The entire development process was affected by the an unmovable deadline.  A press conference in the Mayor of Rome’s office on November 12 had been scheduled, to be attended by Google Earth, UVA, and various Italian officials.    [slide click]  It was a big deal. So how did it go?  [click click]
Google had discovered major last-minute problems the night before the press release.  The version being prepared for release would actually crash the entire Google Earth application.  They did some last-minute scrambling, but version that was released didn’t show the RR layer that we had designed.  [slide] 
Part of the problem was the ongoing struggle to optimize the model so that it would download in a reasonable amount of time and not crash. One aspect of this was textures: Google was trying to avoid repeated of redundant textures for the buildings. Several of the textures in the Multigen model were highly detailed, and the GE version needed lower resolutions that would load faster & take less memory. A desktop generally has a limited  amount of memory available for textures, and if the model used too many texture files it would overwhelm the machine.
Google applied some optimizations, but it was not able to apply the same optimizations that it would use if the model were not suspended about the modern terrain.  
VII. The current state of affairs.  [slide click] GE did a great deal of work in the month or so following the press release, and they made some drastic cuts to make it downloadable.  Unfortunately, in order to make it work they had to cut away some important parts of the design.  From my perspective at least, the result is not really what we had hoped to accomplish.  This is not to say that Google ruined it or that users won’t benefit from it.   
VIII. Right now, you have to load the terrain and the buildings separately. [slide] And, the loss of the object hierarchy makes it that much harder to navigate through the muddle of icons.[slide] 

IX. So what have we learned?  This project took about seven months of concentrated work by people at IATH and Google.  Not surprisingly, a good portion of that time was occupied with unnecessary and repetitive work that in hindsight could have been avoided by better communication and planning.  That is of course the case with any big project.  We would also advise people to 
i. look carefully at tools that are available and take the time to test them out.  Sketch-Up is a great tool, but it is not designed to handle large object-oriented models.  If you know that you’ll be moving over to Google Earth, make sure that there is a path for the data to end up in GE, so don’t build entire model & then discover that you can’t convert it to KML.
ii. break down crowded areas so have small chunks of data – individual buildings or parts of buildings – and more efficient loading of data.  You want users to load data only when they need it.

iii. practice good project hygiene: keep tight controls on data, avoid mission creep, make sure different tasks groups are all working with the same set of data, be flexible and realistic, be ready to compromise, and be prepared for unexpected problems (hopefully not on the same scale as crashing Google Earth the night before the press conference)
iv. The best and easiest route is to create your own KML files and publish them on your own web site or a community web site. That gives you control over distribution and much more flexibility and precision in the use of data and the interface.

X. Other notes
a. Google won’t be providing this level of support again.  They are considering maybe making some of tools that GE developed for RR available to other developers, but they won’t commit to it.
b. Google may develop best practices guide for historical data sets.  In the current version there are problem when topography is substantially different, b/c can’t cut away current topography (can’t go lower but can sit historical topography on top of  current terrain).
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